
I Tiled rosette instance segmentation — RF-DETR Seg-Small, fine-tuned for one class: dandelion_leaf_rosette

Input RGB frame I ∈ ℝH×W×3

overlapping 640×640 tiles, stride 480 (160 px overlap)
edge tiles shifted inward · origin (xk, yk) kept

{T
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} ∈ ℝ640×640×3

batched · resized to 480²
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Windowed DINOv2 encoder (ViT-S)
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multi-level features from blocks 3, 6, 9, 12

patch 12 · 384-d · windowed + broader-context attention
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Q ∈ ℝ100×256

Transformer decoder

Self-attention
8 heads, among queries

Deformable cross-attn
16 heads · 2 sampling pts

FFN + box refinement
LayerNorm · reparam. boxes

×4

hidden 256 · up to 100 object queries

keys / values

Class MLP
s ∈ [0,1]

Box MLP
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Mask head
M ∈ ℝ120×120

query · pixel-embedding
dot product, 1/4 res.

per-tile instances
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)} , s ≥ 0.20

Seg. supervision (training only)
Weed-AI turf boxes → SAM 2 box prompts → pseudo masks + approved lawn ID masks (IMG_4847/4848)
photo-level split 60/9/9 · 622 train tiles, 1,036 masks, 137 empty-turf / other-weed negatives

Seg. objective (training only)

ℒ
seg

 = ℒ
cls

 (IA-BCE) + ℒ
box

 (L1 + GIoU) + 5·ℒ
CE

 (mask) + 5·ℒ
Dice

 (mask)

COCO-seg init → public tiles (stopped @ ep. 14) → lawn adaptation (EMA, ep. 3) · AdamW 1e-4 / encoder 2e-5 · BF16 · eff. batch 4 · 13 query groups

II Per-instance growth-point regression — independent DINOv2 ViT-S/14 on RGB crops (no mask pixels as input)

Cross-tile consolidation
(non-learned)

① Mj → image frame: + (xk, yk)

② drop masks under 180 px

③ rank by s0.2 · |M|0.7 (favor whole masks)

④ same plant if IoU ≥ 0.30, or

containment ≥ 0.70 with near centers

⑤ 3×3 opening, drop tiny fragments

proposal box → square crop

side = clip(1.45 · max(w, h), 96, 640)

reflect-pad at borders · resize 224²

C ∈ ℝ224×224×3

DINOv2 ViT-S/14 encoder (LVD-142M init)
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blocks 1–10 frozen blocks 11–12 + LN, lr 1e-5

Z ∈ ℝ256×384

16×16 patch tokens
([CLS] discarded)

Point head
(shared over tokens)

LayerNorm

Linear 384→128

GELU

Linear 128→1

lr 1e-4

logits z ∈ ℝ16×16

soft-argmax
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gi: token-cell centers

mask + growth point
CSV · RLE · overlay

consolidated masks Mj (passed through)

Center objective: ℒ
ctr

 = ω · [ CE(G
σ
(c*), p) + 20 · SmoothL1(ĉ, c*) ] , σ = 0.055 ; ω = 1.0 human stems (CropAndWeed, 1,130) · ω = 0.35 mask-geometry proxies (1,444)

(a) Held-out measurements

Segmentation (mask) AP50:95 AP50 AR100

Weed-AI test · 81 tiles (SAM 2 masks) 0.521 0.804 0.663

Lawn IMG_4849 · 38 tiles (draft masks) 0.148 0.334 0.611

AgriStress · 5 tiles, 1 image 0.151 0.514 0.280

Growth point (mean err., px @ 224²) Ours Box ctr. Δ

Human-marked stems, related spp. (n=226) 14.22 26.55 −46%

Public dandelion proxies (n=92) 7.05 8.75 −19%

Held-out lawn proxies (n=100) 23.46 24.86 −6%

stem error (px)

14.22

Ours

26.55

Box ctr.

(b) Per-frame runtime (RTX 4060 Ti, 16 GB)

IMG_4847 278 ms p95 316

IMG_4848 234 ms p95 325

IMG_4849 220 ms p95 285

≈ 3.6–4.5 processed frames/s · ~4.9 GB GPU memory observed
includes tiling, segmentation, merge, center ViT, overlay, frame write;
excludes capture, decode, depth alignment and robot I/O

(c) Lifting to the robot frame (planned D435i integration)
D435i (RGB-D)

Z ≈ 0.5 m
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 · [X, Y, Z, 1]⊤

blur
px

 ≈ f
x
 · speed · exposure / height

depth aligned to RGB, validity-checked near (u, v);
newest-frame queue; tracking in world frame before actuation.

Not yet validated on the robot — 2D point is not a tool-contact
point or safety decision.

segmentation ViT DETR decoder / queries conv / MLP heads center ViT non-learned op fine-tuned frozen inference data flow training only encoder memory tile / crop shown downstream

Figure 2. Overview of the two-network dandelion rosette perception pipeline. Stage I: an overhead RGB frame is cut into overlapping 640² tiles; a fine-tuned RF-DETR Seg-Small (windowed DINOv2-style ViT-S, patch 12, taps at blocks 3/6/9/12, single-scale P4 projector,

two-stage top-K queries, 4-layer deformable decoder) predicts a score, box and quarter-resolution mask per query. Tile proposals are shifted to image coordinates, de-duplicated and cleaned. Stage II: each surviving proposal box defines a 1.45× square RGB crop that a separate

DINOv2 ViT-S/14 (blocks 1–10 frozen) maps to a 16×16 token heatmap; a soft-argmax yields a continuous growth point (u, v), learned independently of the mask centroid. Example: held-out Weed-AI tile. The heatmap is a schematic of the soft-argmax target shape, not a

recorded activation. Labels are pseudo / draft masks and mostly geometric center proxies, so the measurements in (a) reflect agreement with those references rather than verified botanical accuracy.




